Deep Learning on Graphs: Geometric Deep Learning for Structured Data

Most of the data we care about does not live on a grid. Molecules, brain connectomes, social
networks, road systems, and citation graphs are all sets of entities connected by relations, with
no canonical ordering of the nodes and no fixed dimension. Convolutional networks and
standard transformers were designed for images and sequences and cannot be applied to such
data directly. Geometric deep learning is the framework that generalises them: it asks what
symmetries a data domain has (permutations, rotations, translations) and derives architectures
that respect those symmetries by construction. Graph neural networks (GNNs) are the best-
known instance, and they now sit at the heart of applications from drug discovery to weather
forecasting and traffic prediction.

This project invites you into the open problems of the field. Message-passing GNNSs, the
standard workhorse, have a striking theoretical limitation: their ability to tell two graphs apart
is provably no stronger than the classical Weisfeiler—Leman colour refinement algorithm (Xu
et al., How Powerful are Graph Neural Networks?, ICLR 2019). They also suffer from over-
smoothing, where node representations collapse as depth increases, and from over-squashing,
where information from distant parts of the graph is compressed through bottleneck edges and
lost. Graph transformers (Rampasek et al., Recipe for a General, Powerful, Scalable Graph
Transformer, NeurIPS 2022) attempt to fix this by letting every node attend to every other
node, but in doing so they discard the graph structure itself, which then has to be reinjected
through positional and structural encodings. Which encoding to use, and why, is very much an
open question.

Depending on your interests and background, you will choose one of the following directions:

Expressive power and isomorphism detection. How well can a neural network actually
distinguish non-isomorphic graphs? You will benchmark GNNs and graph transformers on
families that are provably hard for the Weisfeiler—Leman test, strongly regular graphs, CFI
constructions, circulant graphs, and compare their behaviour against classical combinatorial
solvers such as nauty. The goal is not to beat the solver but to map out precisely where the
learned decision boundary sits, and how much subgraph counting, random features, or
structural augmentation is needed to move it.

Architecture design. You will propose and test a new positional encoding or attention
mechanism for graph transformers, based for example on spectral invariants, random-walk
statistics, subgraph counts, or discrete curvature, and evaluate it against strong baselines on
established benchmarks (ZINC, OGB, Long Range Graph Benchmark). Careful ablations
matter more than leaderboard numbers here.

Applications. If you would rather see the machinery meet real data, you can apply graph
learning to a scientific domain, molecular property prediction, or brain functional connectivity
networks derived from fMRI, where each subject is a graph and the classification task is
clinically motivated.

You will start with a literature review and a reproduction of an existing baseline, present your
problem statement at the Week 3 workshop, run your main experiments in the middle of the
semester, and finish with a report and a final presentation. Where results are strong enough,
we will work together on a paper draft, previous students in our group have presented their
work at international conferences.



Prerequisites. Linear algebra (eigenvalues and eigenvectors in particular) and basic
probability. Solid Python programming. Prior exposure to machine learning is helpful but not
required, what matters more is comfort with mathematical abstraction and willingness to read
research papers. We work in PyTorch and PyTorch Geometric; if you have not used them, the
first two weeks are set aside for getting up to speed. A background in graph theory or discrete
mathematics is a strong plus, especially for the isomorphism direction but not required. If you
find these questions genuinely fascinating but worry that you are missing one item on the list
above, apply anyway: curiosity is the one prerequisite we cannot teach you.

Suggested reading to get started. Bronstein, Bruna, Cohen and Velickovi¢, Geometric Deep
Learning: Grids, Groups, Graphs, Geodesics, and Gauges (2021), read the introduction; and
the Distill article "A Gentle Introduction to Graph Neural Networks" (Sanchez-Lengeling et
al., 2021).



